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Background: Lifelong Learning
Human Learning

cat dog sheep

ear shape

eye color

Extract Features

New Class



4/39

Background: Lifelong Learning
Human Learning

cat dog sheep

ear shape

eye color

Extract Features

New Class

tiger

coat texture



4/39

Background: Lifelong Learning
Human Learning

cat dog sheep

ear shape

eye color

Extract Features

New Class

tiger

coat texture



5/39

Lifelong Learning
(A.K.A. Continual Learning, Incremental Learning)

• The tasks to be learned arrive sequentially over time in arbitrary order.

• While learning, knowledge from previous tasks can be captured and
transferred to subsequent ones to improve efficiency.

• We usually assume that all tasks share a set of common features.
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Lifelong Learning vs Transfer Learning
Lifelong learning: learn a sequence of tasks while keeping every task
learned with low error.
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Catastrophic Forgetting
In lifelong learning, performance on old tasks drop dramatically
after learning a new task. [Mccloskey et al., 1989]

Causes
• Learning on non iid distributions

• Tasks encountered sequentially

• Especially when using back-propagation
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Three Main Approaches

1. Adding a regularization term
– Learning without Forgetting (LwF) [Li et al., 2017]: adds a knowledge distillation loss

term
– Elastic weight consolidation (EWC) [Kirkpatrick et al., 2017]: penalizes the changes of

the parameters

2. Freezing the network from previous tasks and adding branches to new tasks
[Rusu et al. 2016, Xu et al., 2018]
– It may incur a high model size as number of tasks get larger : (

3. Replaying previous tasks’ exemplars
– Incremental classifier and representation learning (iCaRL) [Rebuffi et al., 2017]: stores

the samples closest to the class feature mean

Our method: dynamically change the network architecture. We prove
that the size of the model is bounded!
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Settings
Task-incremental Binary Classification (Linear)

• X = Rd input space, Y = {+1,−1} be the label space.

• Consider m tasks, the samples (x, y) from task i satisfies

y = li(x) = sign(a⊤i x) = sign(c⊤i W⊤x)

Here W ∈ Rd×k, ci ∈ Rk, ai = Wci ∈ Rd.
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• All tasks share common features σ(x) = WTx ∈ Rk, where k ≪ m, d.

• Goal: Learn each task sequentially such that the maximal error of all tasks≤ ϵ.

• Error of task i:
err(̂li) = P(x,y)∼P(li(x) ̸= l̂i(x))

• We will generalize to the nonlinear-feature case later.
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Settings
A sketch for d = 3, k = 2,m = 3
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Benefits of Learning Features

• The number of data sample we need depends on the input dimension.

• After learning all k features (k ≪ d,m), we can usemuch less data to learn a
new task accurately.

• Lifelong learning helps improve the sample complexity!
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Data Distribution Assumption

Definition (Log-concave distribution)
A log-concave density f can be written as f(x) = exp(ϕ(x)), where ϕ is concave.

Many common distributions are log-concave, for example:
• Normal(µ, σ2)

• Uniform(a, b)

• Gamma(r, λ), for r ≥ 1

• Beta(a, b), for a, b ≥ 1



14/39

Data Distribution Assumption

Assumption (Data Distribution Assumption)
Let θ(·, ·) denote the angle between two vectors. We assume that there exist
universal constants c2 > c1 > 0 s.t., for any unit vectors u, v ∈ Rd,

c1θ(u, v) ≤ Px∼D(sign(u · x) ̸= sign(v · x)) ≤ c2θ(u, v)

- Our assumption is satisfied by all log-concave distributions [Balcan, Blum,
Vempala 2015].
- The assumption help us to connect the test error to the distance metric.
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Lifelong Learning Algorithm (LLL)
The algorithmmaintains a set of features σ along training. When a new task arrives,
• Attempt to learn the new task with the current features σ, and check whether
the hypothesis has error less than ϵ.
– If yes, record the linear combination parameters.
– Otherwise, learn a feature to solve the current task up to error ϵacc, and then add the

new feature to the feature set.
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Lifelong Learning Algorithm (LLL)

• Avoid catastrophic forgetting: we freeze the old tasks’ classifier.

• We will prove later that the number of tasks to learn new features is bounded.

• Each time we learn a new feature, we need to learn up to error ϵacc < ϵ
because
– error of each vector will accumulate in their span;
– the desired error ϵ refers to the final feature subspace.

We use ϵacc = ϵ/c
√

k in our algorithm and analysis for a constant c.
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LLL with Representation Refinement
We adopt the same strategy as LLL. But whenever we learn a new feature, we do a
step of representation refinement on all features learned so far.

The algorithmmaintains a set of features σ along training. When a new task arrives,

• Attempt to learn the new task with the current features σ, and check whether
the hypothesis has error less than ϵ.
– If yes, record the linear combination parameters.
– Otherwise, learn a feature to solve the current task up to error ϵacc, do a

representation refinement step on all of the features learned, and store the
output as the features.
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Representation Refinement
- The RR step is essentially finding an approximated feature subspace with the
minimal dimension.

Algorithm Representation Refinement (RR)
Input: All features learned so far w̃1, · · · , w̃k̂+1, and the desired feature subspace
dimension k.
Solve the following optimization problem, and get the solution V′.

min
V

dim (V)

s.t. d (w̃i, V) ≤ ϵacc, for 1 ≤ i ≤ k̂+ 1
(1)

return Refined representation V′.

- Our proof is actually motivated by this step : )
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Representation Refinement
- The optimization problem of the refinement is NP-hard, but we provide an
efficient approximation algorithm for it.

Algorithm Representation Refinement (RR) Implementation in Linear Case

Input: All features learned so far w̃1, · · · , w̃k̂+1, the desired feature number k.

1. Solve the following SDP, and get the solution X∗, t∗.

min
X,t

t

s.t. w̃⊤
i Xw̃i ≤ t, 1 ≤ i ≤ k̂+ 1

0 ⪯ X ⪯ I

Tr(X) = d− k

(2)

2. Do the singular value decomposition X∗ =
∑d

i=1 λiuiu⊤i , where
0 ≤ λ1 ≤ · · · ≤ λd ≤ 1.

return Refined representation V′ = span(u1, · · · , u2k−1).
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Analysis for the RR Step

Theorem (Approximation)
For the original RR optimization problem (1), if there exists a subspace V∗ of k
dimension with d(w̃i, V∗) ≤ ϵacc, ∀i ∈ [̂k+ 1], then our RR implementation will
output a (2k− 1)-dimensional subspace solution with approximation factor

√
2 in

maximum distance, i.e., d(w̃i, V′) ≤
√
2ϵacc, ∀i ∈ [̂k+ 1].

- We have an efficient algorithm to do the representation refinement step with
constant approximation.



21/39

Analysis for the RR Step
Original Optimization

min
V

dim (V)

s.t. d (w̃i, V) ≤ ϵacc, for 1 ≤ i ≤ k̂+ 1

SDP Relaxation

min
X,t

t

s.t. w̃⊤
i Xw̃i ≤ t, 1 ≤ i ≤ k̂+ 1

0 ⪯ X ⪯ I

Tr(X) = d− k

- The approximation step is an SDP relaxation.
- X represents square of the projection matrix to V⊥, the complement of the
subspace V.
- w̃⊤

i Xw̃measures the squared length of d(w̃, V).
- It is a relaxation since Xmight have eigenvalues between 0 and 1, and therefore
not be the square of a projection matrix.
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Sample Complexity Bound
Setting Revisit: Task-incremental Binary Classification

• X = Rd input space, Y = {+1,−1} be the label space.
• Consider m tasks, the samples (x, y) from task i satisfies

y = li(x) = sign(a⊤i x) = sign(c⊤i W⊤x)

Here W ∈ Rd×k, ci ∈ Rk, ai = Wci ∈ Rd.
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Sample Complexity Bound

Theorem (LLL, Linear Case)
Let ϵacc = ϵ

c
√

k
for a sufficiently small constant c > 0. Under the data distribution

assumption, the LLL algorithm, learns new features at most k̃ = O(k log(log(k)/ϵ))
times and the dimension of the learned feature space is O(k log(log(k)/ϵ)). The
total number of labeled examples to learn all tasks to within error ϵ is
O( dk1.5

ϵ log( log(k)ϵ ) log( k
ϵ ) +

km
ϵ log( log(k)ϵ ) log( 1ϵ )) =Õ(dk1.5/ϵ+ km/ϵ).

Theorem (LLL-RR, Linear Case)
Let ϵacc = ϵ

c
√

k
for a sufficiently small constant c > 0. Under the data distribution

assumption, the LLL-RR algorithm learns at most O(k log(log(k)/ϵ)) new features,
and the dimension of the feature space is O(k). The total number of labeled
examples to learn tasks to within error ϵ is
O( dk1.5

ϵ log( log(k)ϵ ) log( k
ϵ ) +

km
ϵ log( 1ϵ )) =Õ(dk1.5/ϵ+ km/ϵ).
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Bound Comparison

Method Assumptions (linear) Feature Dim Total Samples

Few-shot learning [DHK+20]† • Sub-gaussian input k Õ(dk
2

✏ + km
✏ )

Meta learning [TJJ20]† • Sub-gaussian input k Õ(dk
2

✏ + km
✏ )

LLL [BBV15]? • Log-concave input k Õ(dk
2

✏2 + km
✏ )

LLL (our paper)? • Well-spread input
(Assumption 1)

2k log( log k✏ ) Õ(dk
1.5

✏ + km
✏ )

LLL-RR (our paper)? • Well-spread input
(Assumption 1)

2k Õ(dk
1.5

✏ + km
✏ )

Table 1: Comparison of different multi-task algorithms in the linear setting. †: the method trains
all source tasks all at once and then uses the representation to train the target tasks. ?: all source
tasks and target tasks are learned sequentially.

2 Algorithms

We study two algorithms: the basic lifelong learning algorithm in Section 2.1, and the lifelong learning
with representation refinement algorithm in Section 2.2. We prove guarantees for both algorithms
in Section 3. Here we focus on task-incremental learning of binary classification. Extensions to
class-incremental learning are given in Appendix B.

2.1 Basic Lifelong Learning

Our algorithm maintains a set of features �1(.), . . . ,�r(.) while tasks are presented incrementally.
As is shown in Figure 1.1, when the next task, say (i+ 1)-th task arrives, the algorithm first tries to
learn a new linear combination yi+1 of existing features using examples from the current task. If
the best such combination has a low error, it records the linear combination parameters and moves
on to the next task. If the error is higher than a threshold ✏, then it learns a new set of features
�r+1, · · · ,�r+k0 and a new linear combination of them with error up to ✏acc. Denote k̃ as the number
of steps that the algorithm learns new features. Let k0 be the number of features learned at one
time, it is a constant dependent on whether the features are linear or not. We describe the algorithm
in Algorithm 1.

Algorithm 1 Basic Lifelong learning Algorithm (Basic LLL)
Input: d,m, k, labeled examples of m tasks, threshold parameters ✏acc, ✏.

The algorithm maintains a set of features �1(.), . . . ,�r(.) along training. When task i+ 1 arrives,
• Use the data from the (i + 1)-th task, attempt to learn the linear function c̃i+1 using the

current features �(·) = (�1(·), · · · ,�r(·))>.
• Check whether the hypothesis x 7! sign(c̃>i+1�(x)) has error less than ✏.

1. If yes, record the linear combination parameters c̃i+1.
2. Otherwise, learn a new set of features �

0(·) = (�r+1(·), · · · ,�r+k0(·))> and a linear
function c̃i+1 such that the predictor x 7! sign(c̃>i+1�

0(x)) has error less than ✏acc.
Update the representation �(·) = (�1(·), · · · ,�r+k0(·))>.

return m predictors: x �! sign(c̃>i �(x)), where �(x) = (�1(x), · · · ,�k̃k0(x))
>, 1  i  m.

The algorithm works for both linear and nonlinear features. For linear features, if a new target
function does not have a good representation as a combination of the features learned so far, the new
target is itself a new feature since everything is linear (Algorithm 1, [BBV15]), so k0 above is 1. For

6

†: the method trains all source tasks all at once and then uses the representation to train the
target tasks. ⋆: all source tasks and target tasks are learned sequentially.
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Simulations
N=200,k=5,m=100,d=100
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Proof Intuition
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- For any target ai that has more than ϵ error based on the previous feature
subspace Vi−1, the algorithm accurately learns a new feature within error ϵacc, and
therefore pushes the new feature subspace towards the the true one V∗i .
- Quantify the improvement in the angle⇒ upper bound the number of steps to
learn new features.
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Proof Idea

• Data distribution assumption⇒ test error translates to the angle between
vectors.

Revisit: Data distribution Assumption
We assume that there exist universal constants c2 > c1 > 0 s.t., for any unit
vectors u, v ∈ Rd,

c1θ(u, v) ≤ Px∼D(sign(u · x) ̸= sign(v · x)) ≤ c2θ(u, v)

• We aim to find a feature subspace (dim≥ k) that is close to the true subspace.
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Proof Idea
Consider the set of all candidate subspaces (close to each learned
features).

• Denote i1, · · · , ĩk as the indices of tasks where we learn new features.

• At step îk, we construct a set Yîk of all possible subspaces V that are feasible
solutions to the refinement optimization problem.

d (w̃i, V) ≤ ϵacc, for 1 ≤ i ≤ k̂

• The set Yîk shrinks during training as we have more and more constraints in the
optimization problem.
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Proof Idea
Consider the set of vectors that are well-approximated by the current
learned subspace.

• Let Xîk be the set of vectors in the unit ball in the true k-dimensional feature
subspace that are within distance O(ϵ/

√
k) to all subspaces in Yîk .

• Xîk is a symmetric convex set.

• The volume of Xi increases exponentially.

• Xi ends up with covering a ball in the true feature subspace.
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Proof Idea

Lemma (Max Ellipsoid)
Let K ⊂ Rk be a symmetric convex body and E(K) be the maximum volume ellipsoid
contained in K. For a vector u on the boundary of E(K), i.e.u ∈ bd(E(K)), let
K′ = conv(K, 2

√
ku,−2

√
ku). Then,

vol (E (K′))
vol (E (K))

≥ 13

10
.

(2 6, 0)

( 1
2 6 ,

46 − 1
2 6 )

% = − !
46 − 1 +

2 6
46 − 1

A(0,1) B(C′′)
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Proof Idea

• Termination: Xîk is covered by the unit ball and covers the ball Bk(0, 1/2
√

k).

• Any target function will have O(ϵ) error with the final representation.

• Upper bound the number of steps to learn new features.

• Upper bound the total sample complexity. #
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Lower Bound

Theorem (Lower Bound)
Suppose that a lifelong learner has black-box access to a single task learner that
takes an error parameter ϵ as input and is allowed to return any vector that is
within distance ϵ of the true target unit vector, usingΘ(d/ϵ) samples inRd. Then,
there exists a distribution of m tasks, m = 2Θ(k) such that for any lifelong learning
algorithm, WHP, the total number of samples required to learn all m tasks up to
error ϵ isΩ(dk1.5/ϵ+ km/ϵ).

Our algorithm and analysis is nearly tight!
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Lower Bound Intuition
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- Geometric illustration of the lower bound examples when k = 2, d = 3. - Error
concentrate on one coordinate⇒ large angle between subspaces. - Any new task
e.g., a3 cannot improve the representation.
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Proof Idea

- Consider a sequence of tasks ai =

{
ei, 1 ≤ i ≤ k∑

j∈S xjej, i > k
.

- Construct an adversarial output of the algorithm (error concentrate).

(1) After learning the first k tasks, each with error ϵi, the angle between the learned

feature subspace and the underlying one is at leastΩ(
√∑k

i=1 ϵ
2
i ).

(2) For each new task followed, the angle of the new task to the learned subspace

is at leastΩ(
√∑

i∈S ϵ
2
i ) with high probability.

(3) Learning such a new task does not improve the representation.

(4) To solve all tasks up to error ϵ, we will need each ϵi = O(ϵ/
√

k), and it leads to
the sample complexity.
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Go beyond linear Features
Settings.

l̂i(x) = sign(c⊤i σ(W
⊤x))

LLL.
• Algorithm: learn k features instead of one.

• Analysis: consider the kernel of the features, regarding each feature as a
potentially infinite-dimensional vector.

• The bound for nonlinear ones has a factor of k higher than the linear one.

LLL-RR
• Algorithm: knowledge distillation as the refinement method (heuristic, no
proof).



37/39

Experiments
Class-incremental Classification
• We learn new classes sequentially from CIFAR100 (learn 10 classes each time).

Heuristic-LLL Algorithm (H-LLL)
• We learn a separate encoder fi in the i-th task, while the other encoders fj, j < i
are frozen during the training in the i-th task.

• H-LLL finetunes the last classifier layer using the memory bufferMi and the
current task dataDi.

• The representation vi(x) = {f1(x), f2(x), · · · , fi(x)}
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Experiments
Average Accuracy
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Thank you!
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